CS 395T: Foundations of Modern Generative Al Fall 2026

Lecture 8: Optimization IIT — The Optimizer Zoo

Prof. Noah Golowich

Today we will interpret optimizer updates through their choice of norm, then introduce Shampoo
and SOAP.

1 Review: AdaGrad, Adam, and Muon

Let 6; € R? be the parameter vector, g; = V f;(6;) the batch gradient, and oy > 0 the learning rate.
Below we use the convention that squares, square roots, and division of vectors act coordinate-wise.

AdaGrad. The diagonal AdaGrad update is

t
Gt,i
st=0%  Opri=0i—ay——e (1)
=1

VSt +6.

Full-matrix AdaGrad. Instead of keeping only squared coordinates, accumulate outer products [1].
The unconstrained update is

¢
Co=> g9l  Op1=0i— anCy . (2)
T=1

Here C; /2 inverts the square roots of its positive eigenvalues and is zero on its kernel. A stabilized
version replaces it by (C; + eIy)~'/2. Taking only diag(C}) in this stabilized version recovers (1).

Adam. Initialize my = vg = 0 and choose (1, 32 € [0,1). Omitting bias correction, as in Lecture 6,
the updates are
my = Brmg—1 + (1 — B1)gs,

vy = Povg—1 + (1 — 52)937 (3)
mgq

Vi + €

We keep Lecture 6’s convention of placing e inside the square root.

9t+1,i = 9t,z‘ — Oy

Muon (idealized). For a weight matrix W, € R"™*" write G; = V fi(W;). Initialize By = 0,
choose p € [0,1), and compute

Bi=pBi1+Gy,  Bi=UXV,", Wi =W, — UV, (4)

In the context of the above, we write Ortho(B;) := U;V,"; we set Ortho(0) = 0.
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2 Optimizer updates as steepest descent

A gradient gives a linear approximation to the loss. In this section we intrepret various GD alternatives
as steepest descent of this linear approximation with respect to appropriate norms on the parameter
vectors.

2.1 Gradient descent and sign gradient descent

Fix a differentiable loss f : R? — R, a current point §, and g = Vf(#). Its linearization at 6 is
f(0) + (g, A), where A is the proposed displacement.

Proposition 2.1 (Gradient descent). For every a > 0, the unique minimizer of the linearized loss
with a squared fo penalty on the displacement is

. Lol
swgmin { £0) + (9.8) + 5 A} = ~ay. (5)

Thus the next point is 0 + A = 0 — ag.
Proof. Completing the square gives
1 2 a 2 1 2
0 AY+ —||All5 = f(0) — = — A :
F6) + 19, 8) + 5 - 1813 = £(6) — 5 lgl3 + 5 1A+ ag]]
The last term is nonnegative and equals zero exactly at A = —ag. O

Next, recall that Adam without any momentum terms (i.e., 81 = 52 = 0) is equivalent to sign
gradient descent (SignGD). As we show next, this may be interpreted as steepest descent in the {
norm.

Proposition 2.2 (Sign gradient descent [2, Proposition 2]). For g € R? and A\ > 0, a minimizer is

. ] A
- H%\Hl s1gn(g) € argmin {(g, A) + 5 ”AH?,O} . (6)
A€R?

Proof. For any A, let a = ||A||. Since ¢;A; > —|g;|a in every coordinate,

A Ay A ||g||1>2 lglls gl
A+ 2 AR > - 22 =2(a— - > I
(080 + 5 1812 = =algl + 5a* = 5 (a= 1) = >

If g # 0, choosing A = —(||g||; /A) sign(g), so that a = ||g||1/\, makes both inequalities equalities. [

This gives the SignGD update with step size a = ||g||; /.

2.2 The matrix analogue: spectral norm

What is the correct analogue of £so morm for matriz-valued parameters?

If we want the norm to be unchanged by orthogonal changes of input and output bases, a natural
analogue is the spectral norm:

[Allgp :== sup [|Az[l, = max oi(A). (7)
llzll,=1 ’

It takes the maximum singular value, just as /., takes the maximum absolute coordinate; in particular,
[ diag () llop = ll#/]oo-

For matrices of the same shape, define the Frobenius inner product (G,A), = tr(GTA) =
>i.j GijAij. The counterpart of the £ norm for matrices is the nuclear norm ||G||, := 32, 0:(G).

2
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Proposition 2.3 (Spectral steepest descent [2, Proposition 5, L = 1]). Let G € R™*™ and A > 0. If
G =UXV'" isits SVD restricted to positive singular values, then

) [(C1 e argmm{<a, A)p+ % ||A||§p}. (8)

A* =
)\ AeRan

Proof. Write G = 3%, oyu;v;', where ¢ = rank(G) and o; > 0. For any A, put a = |Allop- Since
u;,v; are unit vectors, Cauchy—Schwarz gives u; Av; > — ||Av;|l, > —a. Hence

(G A, \AH Zazu Av; + A o?

2 2 2
Aa_ A <a_ IIGH*> Gl o NGl

> —a|[Gll, + 507 =75 A oA 2N

For G # 0, the matrix UV has spectral norm 1 and <G, UVT>F =Y ,0i =|G|,. Thus A* attains
the lower bound. O

Thus orthogonalizing the gradient gives the spectral steepest-descent direction.
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3 Optimizer Zoo

We can organize these optimizers by how they modify stochastic gradient descent (SGD), 041 = 60— gy.
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Figure 1: Relationships between update rules.

Summarizing the previous optimizers we have discusssed: AdaGrad gives SGD an adaptive learning
rate for each parameter; full-matrix AdaGrad also mixes coordinates. Adam adds a moving average
of the gradients and replaces AdaGrad’s cumulative second moments by an exponential moving
average. Muon likewise averages gradients, but replaces Adam’s coordinatewise division by matrix
orthogonalization; it has no separate second-moment buffer. Next, we add two more optimizers to the
z00o: Shampoo and SOAP.

3.1 Shampoo

Shampoo maintains one matrix for the rows of a gradient and one for its columns. In particular, for
W; € R™*™ and Gy = V fi(W}), the matrices G;G,] € R™™ and G, Gy € R"*" record inner products
between rows and between columns, respectively. Their accumulated versions serve as preconditioners
for each update.

We define matrix powers to act on eigenvalues: if A = Qdiag(\q,..., \,)QT with each \; > 0, then
A1/ = Qdiag(/\l_l/4, ce /\;1/4)QT. See algorithm 1.

Removing accumulation gives Muon without momentum. We next show how Shampooo is
related to Muon: to do so, we set € = 0 and replace L;, R; by the current Gram matrices GtG;r , GtT Gy.
Writing the positive-singular-value SVD as G; = UtEtVtT, we obtain that the Shampoo update may be
written as

(GGG Gl Gy = (e Pun s v T
S 5/ SARTi 315 SRl VAN A VAN (9)
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Algorithm 1 Shampoo for matrices [4, Algorithm 1]

Require: Learning rate a > 0, stabilizer ¢ > 0, number of rounds 7.
1: W1 = 0mxn, Lo = €lp, Ry = €l,.
2: fort=1,...,7T do

3 Receive f; and compute Gy = V fi(Wy).

4 Li=Li 1+ GtG .

5: Ri= Ry 1+ Gt Gy.

6 Wi =W, —aL 'GRY"

7: end for

Here we used U, U; = V,TV; = I. This is exactly (4) with z = 0 [2, 3]. In this sense, Shampoo is Muon
with no momentum but with accumulation in the second-moment matrices.

A structured version of full-matrix AdaGrad. To express the update as a single preconditioned
vector step, let vec(G) stack the rows of G into a column vector:

VeC(G) = (GH, L. ,Gln, Ggl, ey Gmn)T e R™,

For A € R™*™ and B € R™ ", their Kronecker product A ® B is the mn x mn block matrix whose
(i,k) block is A;,B.

Lemma 3.1 ([4, Lemma 4]). For G € R™*" L € R™*™ and R € R"*",
vec(LGR) = (L ® R") vec(Q). (10)

Proof. Index a coordinate of the vectorized matrix by (¢, 7). The corresponding coordinate on the right
is Y > Lik(RT)ngkg = > ko LiGreRej = (LGR);j, which is the corresponding coordinate on
the left. O

Set w; = vec(W,) and g, = vec(Gy). Since the preconditioners are symmetric, lemma 3.1 gives
1/4 1/4 _
Ht = Lt/ & R / 5 W41 = Wt — OéHt lgt. (11)

Full-matrix AdaGrad uses C’l/ 2 in place of H;, where C; = thl gsg;r. Shampoo replaces this
unrestricted matrix by the Kronecker-factored preconditioner L, , storing m? + n? entries

instead of m?n2. It need not equal the full AdaGrad preconditioner.

Online convex optimization with matrix parameters. We next discuss a regret bound for
Shampoo in the online convex optimization setting [4]. Recall that in this setting, at each round ¢, we
choose W; € R™*™ before seeing a differentiable convex loss f; : R™*™ — R, incur f;(W}), and observe
Gy = Vfi(W,). For a fixed comparator W* € R™*" we aim to minimize the regret

T
=Y [fe(Wh) — fi(WH)]. (12)

t=1

r for every t, where 1 <
D. For algorithm 1 with

Theorem 3.2 (Shampoo regret [4, Theorem 7]). Suppose rank(Gy)
r < min{m,n}, and fix W* and D > 0 with maxi<i<7 [|Wi; — W*||

a=D/Vor,

INIA

Rr(W*) < V2r D te(Ly*) tr(RYY), (13)
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where
T T

Lr=elm+Y GG/, Rr=el,+» GG,
t=1 t=1

More generally, for any constant a > 0, the bound is Rp(W*) < (D?/(2a) + ar) tr(L1/4) r(R;M).

If D stays bounded and ||G¢|,, < K, then Ly < (e + TK?)I,, and Ry = (e + TK?)I,. Thus the

right side of (13) is at most v/2r Dmnve + TK?2, giving O(v/T) regret for fixed dimensions and K.
Here A < B means that B — A is positive semidefinite.

Comparison with AdaGrad. With g; = vec(G;) and Cr = 3, g9, , the corresponding full-matrix
AdaGrad guarantee, with learning rate D/v/2, is

Rr(W*) < V2D tr(Cy/?) (14)

under its own iterate-distance bound D [1]. For comparison, diagonal AdaGrad with learning rate

Do /V/2 satisfies

(W* < \[Doo ZZ ZGt ij> Dy > rgla:JX |Wtﬂ] W;;| (15)

=1 7=1

Evaluating the bounds for rank-r gradients. Fix 1 <7 < min{m,n} and matrices U € R™*"
and V € R™ " with orthonormal columns: U'U = V'V = I,. Take G; = UV" on every round, so
each gradient has rank r and all its nonzero singular values equal 1. Compare the two upper bounds
using the same D and let € | 0 in the Shampoo bound. With g = vec(UV ), the limiting accumulators
are

Cr=Tgg", Lr=TUU', Rp=TVV'.

2
Since ||g5 = HUVTHF = r, the matrix Cr has one nonzero eigenvalue, 7I". Each of Ly, Rt has r
nonzero eigenvalues, all equal to T. Consequently,

tr(C%/Q) =vrT, tr(L%/zl) = T4, tr(R;/Zl) = T4,
and the guarantees evaluate to

Full-matrix AdaGrad: /2D tr(C 1/2) V2r DVT,
Shampoo: V2r D tr(L 1/4) tr(R1/4) =r2V2r DVT.

In fact, on a common gradient sequence with the same D, the stated Shampoo bound cannot be smaller.
For gradients of rank at most r, we have [4, Lemma §]

1
;CT = L;/Q &® R;/Q
Taking positive semidefinite square roots preserves this ordering, and taking traces gives
1/2 1/4 1/4 1/4 1/4
t(Cr*) < Vi (Ll @ RYY) = v a(Ly ") e (By ).

Multiplying by v/2D compares the two upper bounds directly. In this example, Shampoo’s regret
bound is a factor 72 larger than full-matrix AdaGrad’s, with equality when r = 1, while storing only
m? 4+ n? preconditioner entries instead of m?n?.
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3.2 SOAP

SOAP uses the eigenvectors of Shampoo’s row and column statistics to choose coordinates, then applies
Adam’s entrywise normalization in those coordinates [5]. We first express this as a change of basis in
the vectorized parameter space, then show how to perform the same update using matrices.

The tensor-product basis. Retain the row-stacking convention of lemma 3.1, and let mat : R™" —
R™*™ denote its inverse. Write w; = vec(W;) and define the vectorized loss Fi(w) := f;(mat(w)). For
orthogonal matrices Qr; € R™*™ and Qpr; € R"*", set

Qt = QL ® Qpy € R™™M", (16)

This is an orthogonal change of basis, since

QZQt = (QEtQL,t) & (QIﬁtQR,t) =1y, ® I, = Iyy.

Its basis vectors are all pairwise tensor products of a column of Q) ; and a column of Qr;. In
algorithm 2 we introduce SOAP in vectorized coordinates. Write ® for entrywise multiplication and
1 € R™ for the all-ones vector.

Algorithm 2 SOAP in vectorized coordinates

Require: Initial w; € R™", learning rates oy > 0, 51,32 € [0,1), € > 0, number of rounds 7.
1: Initialize Lo = Oyuxm, o = Opxn, Mo = vg = Opmn.
2: fort=1,...,7 do

3: Compute orthogonal eigendecompositions:
Ly = QriA Qf Ri1 = QriAriQp,-
4 Qr=QLt® QR
5: Sample a batch with loss F; and compute g = VFy(wy).
6: g =Q g
7: my = Bimy—1+ (1 — B1)ge.
8 v = Pavi—1+ (1 —B2) (9 © gp)-
9: Dy = diag(v; + €1)™/2,

10: W41 = Wt — atQtDtQtTmt-
11: Gt = mat(gy).

12: Ly = 0Bl 1 + (1 — 52)GtG;r
13: R, =(oRi1 + (1 — ﬂg)GIGt
14: end for

At t = 1 we choose Qr1 = I, and Qr,1 = I, which diagonalize the zero matrices.

The matrix implementation. The matrix @Q; has m?n? entries, but we can apply its change of

basis by multiplying on the left and right by the two smaller factors. The following algorithm stores
My, Vi € R™*™ in place of my, v; and uses the same initialization and eigendecomposition convention.
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Algorithm 3 SOAP in matrix coordinates, with an exact eigenbasis at every step [5, Algorithm 3]

Require: Initial W; € R™*" learning rates oy > 0, 81, S2 € [0,1), € > 0, number of rounds 7.
1: Initialize Ly = Opmxm, Bo = Onxn, Mo = Vo = Opmxn-
2: fort=1,...,7T do
3: Compute orthogonal eigendecompositions at the beginning of the iteration:
Ly = QriAr,Qf Ri-1 = QriArQpy-
Sample a batch with loss f; and compute Gy = V fy(Wy).
Gy = QF ,GiQn.
My = 1M1 + (1 = p1)Gh.
Mt, = Qz,tMtQR,b
Vi = BoVic1 + (1 — B2) (G, © GY).
N, =M///V;+e€ > entrywise operations
10: Ny =QriN{Qp,.
11: Wt+1 = Wi — oy Ny.
12: Ly = BaLi—1 + (1 — B2)GiGY .
13: Ry =[oRi—1+ (1 — /BQ)G;—G,:.
14: end for

Proposition 3.3 (Equivalence of the vector and matrix updates). Run algorithms 2 and 3 with
wy = vec(W1), the same batches and hyperparameters, and the same eigendecomposition choices. Then
for every t,

wy = vec(Wy), my = vec(My), vy = vec(Vp),

and both algorithms maintain identical Ly, R;. In particular, the two-sided matriz rotation is the
tensor-product change of basis:

Vec(Q—Lr,tAQR,t) = Q, vec(A) for every A € R™*", (17)

Proof. First, lemma 3.1 gives
vec(QLyAQR) = (QLy ® Q) vee(A) = Q{ vec(A),

and likewise VGC(QLJAQg’t) = Q¢ vec(A).

We prove the state identities by induction. They hold at initialization. Suppose they hold at the
start of round ¢. The eigendecomposition convention gives the same Qr ¢+, Qg+ in both algorithms. For
any h € R™", the definition of F; and preservation of inner products give

%Ft(wt +5h)| = (Gromat(h)) = (vee(Go).B).

Thus g, = VF,(w) = vec(Gy). Applying (17) to G gives vec(G}) = Q) g: = g,. Linearity of
vectorization yields

vee(My) = Brmy—1 + (L= Bi)ge = my,  vee(My) = Q/ my.
Vectorization also preserves entrywise products, so
vee(Vy) = Bovr—1 + (1 — B2)(g; © g1) = vr.

Entrywise division by v/V; + ¢ therefore gives vec(N]) = D;Q/ m;. Rotating back and updating the
parameters yields

vec(N;) = Qi Dy Q[ my, vec(Wis1) = wy — Qe DiQ[ my = wyy 1.

Finally, both algorithms update L, R; using the same G; and the same previous Gram matrices. This
proves the induction step. O
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Rough interpretation: Adam in a rotated basis. First hold Q = @ ® Qg fixed and set
2z = Qw and m;, = Q"m¢. By the chain rule, the gradient of z — Fi(Qz) at 2z is g; = Q' g..
Multiplying the first-moment and parameter updates in algorithm 2 by Q' gives

my = fimy_q + (1= B1)g;,
v = Bovi—1 + (1= B2)(g; © g1),
my

Vi Fel’

These are exactly Adam’s recurrences in the 2 coordinates. By (17), z = vec(Q] W;Qr). Choosing
Qr = I, and Qg = I,, gives ordinary Adam in the original coordinates.

!
241 = 2 — o Dymy = 2 — oy

In SOAP the bases change with t. Reprojecting the original-coordinate m; gives the exact first
moment in the current basis, whereas the second-moment recurrence retains the squares measured in
past bases:

t
Qfmi=(1-p) ZB{‘SQIQ&
(1—p2) Zﬁ [(QJ 95) © (@4 g5)]-

The connection to Shampoo. The same tensor-product basis diagonalizes Shampoo’s precondi-
tioner. Write the eigendecompositions of the accumulated Shampoo statistics as Ly = Pr A L,tPLT’ . and
R; = PrA thPg’ ;» and set P, = Pr; @ Pp;. Then the preconditioner from (11) satisfies

o, — 1/4 ®R1/4 P (AL 1/4 ®A1/4) ' (18)

This follows by substituting the two eigendecompositions and using (A ® B)(C ® D) = (AC) ® (BD).
Consequently, Shampoo’s vector update is

Wiyl = Wt — abP; (A 174 QAL 1/4) t gt.

If ¢;; and p;; are the corresponding row and column eigenvalues, the diagonal scaling for coordinate
(i,5) is (Gripeg) /"

Comparison to SOAP. SOAP chooses its basis from exponentially averaged Gram matrices (as
opposed from the accumulated Gram matrices L;, R;) and instead uses the learned Adam scaling D;
(as opposed to the (£,;p;;)~1/* above).
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